The Power of Grid
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Most applications scale on Tier Tier Tier

one dimension — the
presentation tier and leave
the backend centralized

CDR Compressed Data Representation : Linked Lists where the end is not known usually reserved for

immutable types
RFID Radio Frequency Identification

FIX Financial Information Exchange Protocol for real-time electronic exchange of securities transactions
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Parallelizing centralized architecture

How to scale when there are too many (independent) moving parts

Coherency

Each tier maintains its own HA and consistency model

Scaling out of several tiers together while maintaining coherency of the system gets tricky
Dynamic scalability

requires support from the application

only as dynamic as the humans driving it
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Capability to adapt to unforeseen changes on the network

Driven by increasing componentization, distribution & heterogeneity

Scale to orders of magnitude

Injecting rules & policies into the service fabric allowing greater automation, scalability and controlled
behavior

taking into account advances in networking, memory and commoditized hardware
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Lack of industry support renders the hardware drivers aspect of jini less than dominating.
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Client starts with just interface.
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Good time to mention Hedge Fund story...
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25 years ago data-centric
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“A space may be used to implement a large number of
distributed computing patterns”

Jini Technology
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Through these simple core methods any compute problem can be solved.

This is the JavaSpaces standard set of methods.
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Deploying services external to a space allows for some flexibility but requires in many cases the one
network hop that can cost you millis in response time.
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Embedding the services inside the space allows for almost no latency as the data in the space is worked

on locally on behalf of the external user.
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By clustering the space the total number of workers can increase linearly.
The cluster can be partitioned and/or replicated.
With GigaSpacesEE Applications move from a stifled client/server model to a grid-based services model.

With GigaSpacesEE event and data delivery is consolidated into one simple and linearly scalable
solution.

As aresult:
1) Many of the bottlenecks that demand deferred (batch) processing are eliminated.

2) Much of the complexity requiring awkward poling strategies and messaging kludges are replaced with
an elegant real-time Master/Worker computing solution.

3) Needless parking of data to database tables requiring endless 10 operations can largely be avoided.

In addition, automated management and monitoring of compute resources and active services, results in
optimal utilization of dedicated hardware.

Note: the variety of APIs available mean much of your existing code and knowledge can be leveraged
when implementing this better solution.
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Business Challenge: H3G experienced growth from 100k users to 1 million users of its J2EE mobile
applications — and growth is expected to continue.

Technical Challenge: A database is used to maintain real-time billing, user profiles and other shared

session information. The database was “heating up” and H3G needed to scale out the architecture with
little changes to the apps.

Solution: Use a GigaSpaces distributed cache for in-memory shared session info and transaction
processing.
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Scale up within each processing unit

Incoming
requests Intra Services Messaging Bus
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*Services communicate
through embedded space

Outgoing
Results
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Business Challenge: CME is experiencing unprecedented growth in trade volumes due to automated
trading and increased usage of derivatives. It needs to scale the entire business, while keeping costs at
check and avoiding vendor lock-in.

Technical Challenge: Re-implement the monitoring application to be linearly-scalable, high-performance
with ultra-fast fail-over, while remaining standards-based (vendor neutral).

Solution: Design the application with the JavaSpaces standard, and use GigaSpaces for its high-
performance, scalability and reliability.
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Dynamic scalability
« Scale up or down when and if needed

* Requests are load balanced
through a clustered proxy to each

processing unit

« Each processing unit routes the
request to the appropriate service
using the embedded space
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Service Grid
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